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Abstract
Perception is used to gather information that an agent
needs in order to have the accurate internal representa-
tion of the external world that it requires so that it can
make good planning decisions. Such information gath-
ering is a planning task like any other, and perception
is not the only method by which it can be carried out.
Acts of perception should therefore be treated no differ-
ently from any other information-gathering acts. An
opportunistic planner must be able to judge whether
information is worth gathering in terms of its useful-
ness in deciding whether to take advantage of an oppor-
tunity and the cost of obtaining it. We propose that a
well-characterized, widely applicable set of heuristics
can offer a general method of making such judgments.

1 . Why gather information?
Perception is a way of gathering information. In order to
make reasonable decisions about what actions to perform,
an agent must be able to incorporate information gained
through perception into its representation of the world.
This is true even of agents that do not reason explicitly,
but merely react. For example, the agents described by
Brooks (1986, 1990), have a simple representation of the
world on the level of “There’s light in that direction.”
Agents that do reason explicitly about the world, in how-
ever rudimentary a manner, need more elaborate representa-
tions, so that they can answer such questions as “Is there a
bee flying towards me?” (Agre & Chapman 1987), “Is there
a red rock here?” and, possibly, “Where is there a red rock?”
(Firby 1989).

Ideally, the agent’s internal representation at any given
moment should reflect the actual state of the world at that
moment. Insofar as it does not, the agent is in danger of
making decisions based on false premises. Traditional plan-
ning systems (e.g. Fikes & Nilsson 1971, Sacerdoti 1977,
Chapman 1987) have relied heavily on projection to update
their internal representations. While this method is adequate
in a static, predictable world (such as classic representations
of blocks world), it is problematic in a dynamic, unpre-
dictable world. If the agent cannot have complete knowl-
edge of the initial situation, because the world is too com-

plex, or cannot predict all changes that may occur, because
the agent’s own actions are not the only cause of changes,
or cannot predict the effects of its own actions accurately,
because they have uncertain outcomes, then projection can-
not be relied upon and perception becomes far more critical.

Perception, therefore, is needed in a dynamic, unpre-
dictable world if the agent is to have an accurate internal
representation of it. When Brooks (1990) says “the world is
its own best model,” he is pointing out that the world is,
by its very nature, a totally accurate representation of itself.
This accuracy makes it tempting to forsake internal repre-
sentation of the world almost entirely, using perception to
gather information at the time when the agent needs it.
Unfortunately for such an approach, many aspects of the
world are not available for quick and easy inspection. To
take an example from Hanks (1990), if there is a drawbridge
on the route being considered by a robot delivery truck, the
truck would like to know whether the bridge is up or down.
Obviously, this information can in principle be gained by
simply observing the bridge, the bridge being, as it were, a
model of itself. However, if the truck is ten miles away,
trying to decide whether or not to take the route that uses
the drawbridge, this is not very helpful.

It is because the cost of retrieving a needed piece of in-
formation from the world can vary so widely that an agent
needs to have internal representations. The purpose of an
internal model is to retain information that can no longer
be acquired through perception. The difficulty is that an in-
ternal model must from time to time become incomplete,
inaccurate, or out of date, because of the dynamism and un-
predictability of the world. When this happens, the agent
must try to rectify the situation by gathering the requisite
information. For example, if an agent knows that its be-
liefs about a particular state of the world that it needs in or-
der to make a decision are missing, inaccurate, or out of
date, it will try to update them. Perception is one such way
of realigning the model with the world, and another is to
try to infer an accurate belief about the state from other in-
formation that is already in the model. The important issue
for the agent is not whether to perform a particular act of
perception, but whether or not it can obtain the accurate in-
formation it needs in order to make the decision.



1 . 1 How to gather information
Agents gather information in response to a perceived need,
starting from the prior need to make a decision. For exam-
ple, if our robot truck must decide whether to take a certain
route, and the decision depends on whether the drawbridge is
up or down, the state of the drawbridge is a fact that the
truck needs in order to make its decision. If it already
knows the state of the drawbridge, and believes its knowl-
edge to be accurate, then no further information is needed.

It may be, however, that the truck has no specific belief
about the state of the drawbridge, or is not confident that
the belief it has is accurate. For example, it might believe
that the bridge is down because an informant—John, say—
just said that it was, but it might also believe that John is,
in general, an untrustworthy informant. In either case, the
truck has a goal to confirm or deny the proposition “the
drawbridge is down.”

There are two ways in which to try to satisfy such a
goal. The first is to try to make an inference from existing
knowledge. Possible inferences in this instance include:

• The bridge was down an hour ago when I passed it, so
it is probably still down.

• The bridge never goes up before noon, and it is ten
now, so it will be down.

• It’s -44 degrees, the river is frozen solid, no ships will
be moving, so the bridge will be down.

The second way to try to satisfy a goal to confirm or deny a
proposition is to execute a perception plan, for example, to
inspect the bridge visually. This particular perception plan
requires that the truck be in sight of the bridge, and be able
to resolve the bridge well enough visually to make the nec-
essary distinction (up or down). The truck might carry out
plans to achieve these preconditions if they are not met, for
example, it might climb a hill to see the bridge, or use
field glasses to obtain the necessary resolution.

The two approaches, perception and inference, are inter-
twined. For example, the truck might not know the state of
the bridge, but might realize that if it knew that the water
were frozen, this would argue, by the inference mentioned
above, that the bridge was down. Not knowing whether the
water is frozen would in turn lead to a subgoal to confirm
or deny the proposition, “The water is frozen.” The truck
might achieve this goal by carrying out a perception plan
to observe the state of the water, or by another inference.

Gathering information, then, is action in service of a
goal, and should be treated by the planner in the same way
as any other action in the service of any other goal. In par-
ticular, an agent should use the same procedures for decid-
ing whether to perform an information-gathering action in-
volving perception as it uses to decide whether to perform
such an action involving inference. In other words, the ba-

sis of the decision should be the same as for any course of
action that the agent considers: is performing the action an
effective way of achieving the goal? More generally, will
the benefits of performing it outweigh the costs?

1 . 2 Deciding to gather information
In a sense, it would seem that acquiring information is al-
ways desirable. As we have seen, however, the gathering of
information is an active endeavor, and has costs associated
with it. Gathering information is a planning task (Pryor &
Collins 1991). Since there will be alternative methods of
gathering a given piece of information, an agent should
choose among different methods in the same way as it
should make any choice among actions. Perhaps the best
model of how to make such decisions is to choose the op-
tion with the highest expected utility, in the standard sense
used in economics (see Feldman & Sproull 1977). For an
information-gathering action the benefit is the value of the
information gathered, in the form of its usefulness in solv-
ing the problem at hand, and the cost is measured in the
same way as for any other action.

Viewing information gathering as a planning task means
that among other things:

• The information-gathering process begins with an ex-
plicit goal to acquire a piece of information.

• Perception means executing one of a set of perception
operators, which, if successfully executed, lead to the
acquisition of a piece of information.

• Inference similarly means applying one of a set of in-
ference operators, which, if successfully executed, lead
to the acquisition of a piece of information.

There are several interesting implications of this view of
information gathering:

• Perception and inference may be alternative methods of
establishing a given fact. The choice between them
should be made on the basis of expected utility, taking
into account the total costs and benefits of using each
method.

• Plans involving both perception and inference will be
subplans of larger plans (such as getting from A to B),
and their cost is part of the overall cost of those plans.
Thus the choice of overall plan could depend on the
ability to obtain information cheaply.

• Information could cost more than it is worth, whatever
the method used to obtain it.

2 . Using heuristics
We are in the process of building a planner that is capable
of opportunistically satisfying its goals; that can, for exam-
ple recognize that a blue rock sitting by the side of the road
presents an opportunity to achieve the goal of satisfying a
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Figure 1: The truck has an opportunity to pick up a rock
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Figure 2: Heuristics

customer who had asked for such a rock. In our planner,
most decisions are of the form, “Should I take advantage of
the current opportunity?” The planner might choose not to
take advantage of an opportunity if doing so would be detri-
mental to other goals it is currently pursuing. For example,
the planner might not want to pick up a rock that it has
come across if it is low on gas, or if it is late in making
another delivery.

For the kinds of decisions with which our planner is con-
cerned, relevant information includes anything that might
bear on how the pursuit of an opportunity will interact
with ongoing plans aimed at achieving other goals. This
covers a great deal of territory. For example, the decision of
whether to pick up a rock might depend on whether there is
a gas station nearby, in the case where the truck is low on
gas; it might depend on whether there is a bridge with a
low weight limit on the route that route that the truck
plans to take, if the rock is a heavy one; it might depend on
whether rock thieves have been reported in the vicinity re-
cently; and so on. If the system considers all the informa-
tion that could potentially be relevant to a decision, it will
be in trouble. There are simply too many ways that plans
can interact with each other.

What is needed is focus: the planner must determine
whether the pursuit of an opportunity is likely to interact
significantly with ongoing plans, and, if so, it must iden-
tify the area in which such interaction is likely to occur.
These decisions must often be made rapidly if an opportu-
nity is to be seized in a timely fashion. Because of this, we
argue in (Pryor & Collins 1991) that it is impractical to at-
tempt to make such a determination analytically; rather, the
system must reason heuristically.

One approach to this problem is to identify situations
and objects that characteristically involve problematic pat-
terns of interaction. For example, a fragile object is likely
to be harmed if it collides with a hard object such as the
floor, and a time-consuming task is likely to interfere with
the achievement of an urgent goal. In both these examples
the potential for problematic interactions is indicated by
easily observable, salient features (fragile, hard, time-con-
suming, urgent). We call such features reference features

(Brand et al. 1992). In general, a reference feature is an eas-
ily observable, reliable (but not necessarily infallible) indi-
cator of a less easily observable functional effect on goal
pursuit. The use of such reference features appears to corre-
spond closely to how human planners approach the focus-
ing problem.

A reference feature can help to focus the planner’s deci-
sion about whether to pursue an opportunity by indicating
possible resource conflicts between planning tasks. For ex-
ample, suppose that the robot delivery truck we considered
earlier is in the process of delivering a box of parts, the
plan for which requires the truck to cross a bridge. There is
green rock near the truck (see Figure 1), and it has a cur-
rently inactive goal to deliver the rock to a customer who
wants it. Should it pick the green rock up now? Our sys-
tem uses heuristics such as those shown in Figure 2 to
guide its reasoning. In this example, there are two that are
applicable:

IF THE ACTION INVOLVES picking up a heavy object

CONSIDER THE EFFECT OF the weight of the load on the goal

ACTION crossing a rickety bridge

LIMITS CAPACITY the weight of the load

The first rule tells the truck to consider how the weight of
the load might affect the goal of delivering the parts, using
the fact that rocks are heavy as a reference feature. The truck
considers each action that is involved in the goal achieve-
ment, and when it comes to the action of crossing the
bridge it notices that because the bridge is rickety (a refer-
ence feature), the action may well be sensitive to the



weight of the load. There is therefore an indication that ef-
fective independence may be violated. The reference feature
heuristics are being used to signal the need to gather further
information, and the particular type of information that is
needed (information about the load-bearing capacity of the
bridge and the weight of the load), by indicating the aspects
of the decision that should be considered in more detail, in
this case the overall weight of the truck and its load. Of
course, even when it has been determined that a particular
piece of information would be useful, the value of the in-
formation to be acquired must be considered in relation to
the cost of gathering it.

The truck must now decide whether, by picking up the
green rock, it would break the bridge. To decide this, it may
use the inference rule1 that the bridge will be broken if the
total weight of the truck is greater than the weight limit of
the bridge. The weight limit is obtainable through direct
observation of the posted notice, and the total weight may
be inferred to be the sum of the weights of the truck, the
current contents and the rock. The truck knows its own
weight, knows estimates of the weight of the existing con-
tents (obtained when first loading them into the truck), and
must pick the rock up in order to sense how much it
weighs. It must therefore consider the usefulness and acqui-
sition costs of each of these pieces of information. For ex-
ample, if the weight limit on the bridge is very high com-
pared to the weight of any load the truck would carry, the
information about the weights of the existing contents and
the rock would not, in this case, change the decision as to
whether to pick up the green rock, and so is not worth ac-
quiring. On the other hand, if the estimate of the weight of
the current load indicates that it is possible that the new
rock would exceed the capacity, the truck must either find
out the exact weight of the current load or simply decide
whether to pick the rock up based on existing information.
In the latter case, general strategies for making decisions
with incomplete information come into play: if the truck is
very risk-averse, for instance, it should decide not to pick
the rock up.

3 . Related work
We are interested in two problems: how to determine what
information should be gathered, and how to determine
whether to gather it. The problem of determining what in-
formation to gather has been mainly approached in the area
of reasoning, by determining what to reason about. For ex-
ample, inference may be guided along paths that are likely

1In our system inference rules are actually implemented as sketchy
plans, based on Firby’s (1990) RAPs system extended (as he suggests)
to treat perceptive and cognitive actions in the same way as physical
actions.

to be productive, and search therefore reduced, by caching
and reusing inference patterns that have proven to be useful
in the past (Charniak 1976, Cullingford 1977), or by ana-
lyzing past successes and failures and learning search-con-
trol rules (Minton 1987).

The problem of determining whether to gather informa-
tion by reasoning has been approached by considering the
question of how the time that is spent on reasoning inter-
acts with the result of the decision. Horvitz et al (1989)
have considered the possibility of controlling decision-theo-
retic inference in the field of medical diagnosis by consider-
ing the expected value of such inference in relation to the
decision to be made. Dean and Boddy (1988, Boddy & Dean
1989) have investigated the problem of planning in situa-
tions where the time that is spent in planning affects the
utility of the system’s performance. Both these approaches
suggest particular methods for performing an accurate anal-
ysis of the utility trade-off in specific, well-defined circum-
stances. A similar approach in the area of selective percep-
tion is the Markov Decision Process used by Chrisman and
Simmons (1991) to determine the expected utility of sens-
ing operations. All three approaches rely on accurate
knowledge of the costs of reasoning or perception, and of
the utilities and probabilities of the various outcomes.
However, there are many situations in which the costs and
benefits are unknown or in which there are no clear-cut
measures of utility (Haddawy & Hanks 1990). We propose
extending the ideas embodied in these specialized methods
to those situations in which an accurate analysis of the util-
ity of gathering information is not possible, but in which
the question of whether it is worth gathering more informa-
tion must nevertheless be answered.

Firby (1989) builds explicit sensing strategies into his
task descriptions, and his system does not sense the exter-
nal world except when told to do so. He includes sensing
subtasks in the task descriptions whenever he thinks they
might be necessary. This view of perception is very close
to our approach of treating it as a specific method for gen-
eral information gathering. He also presents (as a proposed
extension to his system) the idea of treating inference as an
explicit task to be treated in the same way as tasks to per-
form physical perceptory actions, which is in fact the way
in which we implement our system. Our work is directed
towards describing a general theory of when such informa-
tion-gathering actions should be performed.

Recent work on animate vision (Ballard 1989) integrates
action and vision. A general framework for information
gathering such as ours can provide a mechanism for decid-
ing when the animate vision techniques might be appropri-
ate, or when alternative methods might be better. In con-
trast, an argument for separating action and perception has
been made by Kaelbling and Rosenschein (1990). As we



discuss above, we believe that it is not possible to consider
them separately, as perception necessarily involves action.

Gil (1991) discusses how a planner might acquire domain
knowledge through experimentation, by which she means
using actions and perception for gathering information. We
believe that these techniques can be extended to the problem
of updating specific knowledge of current conditions in the
world, rather than confining them to the problem of acquir-
ing general knowledge about how the world works. It is
also important to consider the question of when it is worth
acquiring knowledge, or when the cost is too great.

In summary, then, there have been some successful ap-
proaches to specific problems, and some steps have been
taken towards integrating perception with other methods of
gathering information, but no general operational frame-
work has yet been presented. It is just such a framework
towards which we are working.

4 . Discussion
In this paper we have presented arguments for the view that
acts of perception should be treated no differently from any
other information-gathering acts. Rather than having a bat-
tery of specific techniques to decide whether to gather in-
formation in particular ways in certain well-defined situa-
tions, an agent must have a general method of deciding
whether further information would be useful, whether it is
worth gathering it and what method to use in gathering it.
We have presented an example suggesting that a well-char-
acterized set of heuristics may offer just such a general
method. Such heuristics provide ways of recognizing possi-
ble resource conflicts, based on features of the tasks being
considered by the agent. They provide a single widely appli-
cable method of characterizing circumstances in which it is
usually beneficial to gather information, thus reducing the
need for a collection of specialized techniques for calculat-
ing accurate answers in specific circumstances.
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